
The Data Link La yer

The Data Link Layer provides the following services between the
Physical and Networ k Layers :

ƒ bundling and unbundling groups of bits into frames for the
Physical Layer.

ƒ throttling the •ow of frames between sender and receiver.

ƒ detecting and correcting `̀ higher-level'' transmission errors, such
as the sequencing of packets from the Networ k Layer.
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Again, due to the OSI `̀ philosophy'', the Data Link Layer in the
sender believes it is talking directly to the Data Link Layer in the
receiver (a peer-to-peer relationship).
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Three Le vels of Data Link La yer Comple xity

· Simplex connectionless ­ The sender simply sends its fr ames
without waiting for the receiver to acknowledge them. No
attempt is made to detect or re-transmit lost frames. Most
moder n LAN technologies (such as Ethernet) use this method
and leave error resolution to higher layers.

This is also termed an unacknowledged connectionless service.

· Half duplex connectionless ­ each fr ame sent is individually
acknowledged. Frames which are lost or garbled are
retransmitted if the receiver requests them (again) or after a
suitable timeout.

This is also termed an acknowledged connectionless service.

· Full duplex connection-or iented ­ e ach frame is individually
numbered and is guaranteed by the data link layer to be
received once and only once and in the right order. The result
is that the data link layer presents a reliable frame stream to the
networ k layer.

This is also termed an acknowledged connected service.
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Metrics Of Netw ork Performance

There are two components to perfor mance � l atency and bandwidth. We
always want high bandwidth and low latency, but can't always get both
together.

• Latenc y or propagation dela y is the amount of time it takes for the Œrst
bit to reach its destination. Round-tr ip time (RTT) is twice the latency �
the time for one bit to travel to the destination, and back.

• Band width is the number of bits that can be Œt through a networ k
connection, per unit time. Histor ically, i.e. without any data compression,
bandwidth has been related to frequency within the medium.

• Throughput is usually the measured number of bits per second
(achieved), while bandwidth is the nominal (peak) number of bits per
second possible. High bandwidth does not imply low latency: you can
broadcast many Mbps over a satellite connection, but it will take many
milliseconds for the Œrst data to arrive.

NB: In networ king, the preŒx Mega means 106, at least when referr ing to
throughput and bandwidth. We always use powers of 10 when referr ing to
Her tz. When talking about the size of a message, buffer, Œle, or other
computer-storage item, we use Mega to mean 220. Similar rules apply for the
preŒxes Kilo and Giga.

Example: a car can carry 4 people to Bunbur y in 2 hours. Thus the
bandwidth is 2 people/hour. A bus can take 60 passengers and arrive in
2 hours. Thus the bandwidth is 30 people/hour, but the latency is still 2
hours.

The latency of a message is the total time for the whole message to arrive:
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How Data is Placed in Frames

Simple timing gaps between frames cannot be used as all hardware
devices (as part of the physical layer) run at slightly different
speeds; resulting in skewing if time is relied upon.

A ®rst attempt at a solution involves counting the size of a frame
and placing this count in the data link header � b lah!
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Zap!

This naive solution highlights problems with synchronization �
assuming the receiver can detect a problem, how much of the
arr iving bit stream should be skipped to ®nd the next frame?
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How Data is Placed in Frames, continued

To overcome synchronization problems, special character
sequences are often used to pre®x and suf®x (envelope) the data.

As these special characters may themselves be required data we
must `̀ escape'' their special meaning (particular ly tr ue for `̀ binar y''
data such as •oating point n umbers, executables, GIFs and MP3s).

This process is termed character stufŒng (DLE=0208, STX=0028,
ETX=0038).

DLE STX A DLE B ETXDLE

Start of text sequence End of text sequence

Additional DLE char.

DLE STX A DLE DLE B DLE ETX

"Stuffed" DLE character in frame

On a LINUX machine, execute: man ascii

A low er-level approach, bit-stufŒng, overcomes the reliance on
using the ASCII codes. Each frame is now enveloped in pairs of
`̀•ag' ' patter ns 01111110.

If this •ag patter n appears in the data, the stuffed sequence
011111010 is transmitted.
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Some Dec larations f or Intr oductor y Protocols

Our early protocols will bene®t from all using the same datatypes,
so for simplicity we'll de®ne some representative ones ®rst.

As our protocols `̀ evolve'' we'll need to distinguish different types of
data link frames from each other. Initially, we'll only need two types
of data link frame:

typedef enum { DLL_DATA, DLL_ACK } FRAMETYPE;

We can represent each data link frame as a structure in our
language of choice (not surpr isingly, C). Notice that the frame itself
consists of a header section and the actual data to be sent. We'll
need to extend this header structure as our protocols develop.

typedef struct {

FRAMETYPE type; /* firstly, the header */
int checksum; /* checksum of the whole frame */
int len; /* length of the data only */
char data[BUFFER_SIZE];

} FRAME;

#define FRAME_HEADER_SIZE (sizeof (FRAME) − sizeof (FRAME.data))

#define FRAME_SIZE(f) (FRAME_HEADER_SIZE + f.len)

Impor tantly, even though we've de®ned our FRAME str ucture to be of
a ®xed (large) size, we hope to avoid sending the whole (large)
FRAME if possible. For example, while the standard Ethernet frame
may carr y up to 1500bytes of data, it may only need to carry, say,
60bytes.

In fact, protocols often exchange frames consisting of only the
header (e.g acknowledgment frames).
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The Unrestricted Simple x Protocol

Assuming:

• a (unidirectional) error free channel,
• that the sender’s networ k layer has unlimited data to send

(being ‘‘pushed down’’ from above), and
• that the receiver’s networ k layer has an infinite buffer to receive

the data (being ‘‘pushed up’’ from below).

In the sender :

FRAME frame;

int len, link = 1;

while (TRUE) {

READ_NETWORK_LAYER(frame.data, &len);

frame.len = len;

WRITE_PHYSICAL_LAYER(link, &frame, FRAME_SIZE(frame));

}

In the receiver :

FRAME frame;

int len, link;

while (TRUE) {

READ_PHYSICAL_LAYER(&link, &frame, &len);

WRITE_NETWORK_LAYER(frame.data, frame.len);

}

Note: when passing an array ‘‘by reference’’ in C, we do not need to
place the ’&’ operator in front of the array’s name.
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The Half Duple x Stop-and-W ait Pr otocol

Next, we’ll remove the assumption that the receiver can safely
receive and store an infinite amount of data. When this happens,
we say that the (fast) sender floods the receiver, and the ‘‘drowning’’
receiver needs to control the volume of data received.

For now, we’ll keep the assumption that the unidirectional channel is
error-free.

In the sender :
FRAME frame;

int len, link;

while (TRUE) {

READ_NETWORK_LAYER(frame.data, &len);

frame.len = len;

link = 1;

WRITE_PHYSICAL_LAYER(link, &frame, FRAME_SIZE(frame));

READ_PHYSICAL_LAYER(&link, &frame, &len);

}

In the receiver :
FRAME frame;

int len, link;

while (TRUE) {

READ_PHYSICAL_LAYER(&link, &frame, &len);

WRITE_NETWORK_LAYER(frame.data, frame.len);

link = 1;

WRITE_PHYSICAL_LAYER(link, &frame, 1 /* one byte */ );

}
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Detecting Frame Corruption

Next, we’ll remove the assumption that the channel is error free;
frames (only) may now be corr upted dur ing transmission,
introducing the need for checksums.

We’ll now need to extend our definition of FRAMETYPE so that the
receiver may indicate if a frame is received successfully.

typedef enum { DLL_DATA, DLL_ACK, DLL_NACK } FRAMETYPE;

In the sender :

FRAME frame, ackframe;

int link, len, acklen;

while (TRUE) {

READ_NETWORK_LAYER(frame.data, &len);

frame.type = DLL_DATA;

frame.len = len;

frame.checksum = 0;

frame.checksum = checksum_crc16(&frame, FRAME_SIZE(frame));

while (TRUE) {

link = 1;

WRITE_PHYSICAL_LAYER(link, &frame, FRAME_SIZE(frame));

READ_PHYSICAL_LAYER(&link, &ackframe, &acklen);

if (ackframe.type == DLL_ACK)

break ;

}

}
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Detecting Frame Corruption, continued

In the receiver we need to ensure that the checksum as received is
in fact the checksum that the sender should have calculated. If the
two are different, then the frame has been corrupted.

In the receiver :

FRAME frame;

int len, link;

int got_checksum;

while (TRUE) {

READ_PHYSICAL_LAYER(&link, &frame, &len);

got_checksum = frame.checksum;

frame.checksum = 0;

if (got_checksum == checksum_crc16(&frame, len)) {

WRITE_NETWORK_LAYER(frame.data, frame.len);

frame.type = DLL_ACK;

}

else
frame.type = DLL_NACK;

link = 1;

frame.len = 0;

WRITE_PHYSICAL_LAYER(link, &frame, FRAME_SIZE(frame));

}
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Detecting Frame Loss

There is still the possibility that errors on the channel cause the
frames to be lost entirely. In par ticular, the DLL_ACK and
DLL_NACK frames themselves may be lost (or corrupted?) and the
sender will be left waiting forever. The big question is: how long
should the sender wait for an acknowledgement?

To handle these new problems we need to change our programming
paradigm, from the standard iterative one (of C) to an ev ent-dr iven
one (as with Java’s windowing APIs).

Moreover, we’ll now need to handle the concept of time in our
programs and implement protocols which perfor m nominated
actions when interesting ev ents occurs.

In the sender :
FRAME frame; /* global variables */
int len;

void network_layer_ready() /* called iff ready */
{

READ_NETWORK_LAYER(frame.data, &len);

stop_network_layer();

frame.type = DLL_DATA;

frame.len = len;

frame.checksum = 0;

frame.checksum = checksum_crc16(&frame, FRAME_SIZE(frame));

link = 1;

WRITE_PHYSICAL_LAYER(link, &frame, FRAME_SIZE(frame));

start_timer(30000 /* microseconds */ );

}
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Detecting Frame Loss, continued

Still in the sender :

void physical_layer_ready() /* frame arrived */
{

FRAME ackframe;

int link, acklen; /* local variables */

stop_timer();

READ_PHYSICAL_LAYER(&link, &ackframe, &acklen);

if (ackframe.type == DLL_ACK)

start_network_layer();

else {

link = 1;

WRITE_PHYSICAL_LAYER(link, &frame,

FRAME_SIZE(frame));

start_timer(30000 /* microseconds */ );

}

}

void timer_has_expired() /* a timeout */
{

int link = 1;

WRITE_PHYSICAL_LAYER(link, &frame,

FRAME_SIZE(frame));

start_timer(30000 /* microseconds */ );

}

There should be no need to c hang e the receiver!
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